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Background



A Long-Standing Question

People can learn a new concept from an explicit rule or from examples.

Cognitive science has long studied rule-based versus exemplar-based learning and generalization,
especially for categorization (Nosofsky, 1986; Smith and Sloman, 1994; Gentner and Medina, 1998;

Tenenbaum, 1999; Dasgupta et al., 2022).

Explicit rule New concept Examples



Rules and Examples in Human Learning

> Learning from worked examples and from instructions is studied, but separately rather than against each
other (Sweller and Cooper, 1985; Atkinson et al., 2000; Kang et al., 2022)

> Second-language learning shows that instruction, exposure, and rule search support different outcomes
(Doughty, 1991; DeKeyser, 1995; Robinson, 1996)

> Learners differ in how much they rely on abstract rules or memorized examples (McDaniel et al., 2014;
Little and McDaniel, 2015; Herzog and Goldwater, 2026)

But few studies directly compare the two when rules and examples specify the same task.



In-Context Learning

Large language models can learn new tasks in context, from the prompt alone and without weight
without weight updates (Brown et al., 2020).

Task specification

Input —

Test input

Output — Answer




In-Context Learning

Large language models can learn new tasks in context, from the prompt alone and without weight
updates (Brown et al., 2020).

f(x, y, z) is composed of two operators.
Rules — 1. Multiply x and .
instruction following 2. Add z to the result.

£(-19, -14, -7) =

259



In-Context Learning

Large language models can learn new tasks in context, from the prompt alone and without weight
updates (Brown et al., 2020).

£f(-19, 6, -13) = -127
Examples — £f(-19, -13, 6) 253
few-shot prompting T (—13 ’ 6 , —19) -97

£(-19, -14, -7) =

259



Learning from Examples

> Which examples are chosen matters (Rubin et al., 2022)

> Their order can swing accuracy from near state of the art to near chance (Lu et al., 2022)

> Formatting changes alone can shift accuracy substantially (Sclar et al., 2024)

> More examples often help, up to hundreds or thousands (Agarwal et al., 2024; Bertsch et al., 2025)

> Models can induce rules and concepts from examples, shaped by simplicity and task structure (Zhu et al.,
2023; Wang et al., 2024a)

Examples must convey the task, the label space, and the output format implicitly (Min et al., 2022,
al., 2022; Pan et al., 2023).



Learning from Rules

> Instruction tuning trains models on many tasks phrased as instructions (Sanh et al., 2022; Wang et al.,
Wang et al., 2022; Chung et al., 2024)

> Following instructions is also a form of in-context learning (Lampinen et al., 2024)

> Models still struggle with explicit constraints, compositional rule systems, and rules that conflict with
pretraining (Mu et al., 2024; Wang et al., 2024b; Wu et al., 2024)

So it is not obvious which mode should win.



Comparing Rules and Examples

> Correct instructions helped as a side finding, though the instruction prompts also contained examples
contained examples (Liu et al., 2024)

> Rules and examples recruit partly overlapping but distinct mechanisms, read as support for combining
them (Davidson et al., 2026)

> The two prompt types share some task representations (Yang et al., 2026)

> Learning in context and in weights also differ (Chan et al., 2022; Cook et al., 2026)
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Comparing Rules and Examples

> Correct instructions helped as a side finding, though the instruction prompts also contained examples
(Liu et al., 2024)

> Rules and examples recruit partly overlapping but distinct mechanisms, read as support for combining
them (Davidson et al., 2026)

> The two prompt types share some task representations (Yang et al., 2026)

> Learning in context and in weights also differ (Chan et al., 2022; Cook et al., 2026)

These studies use simple one-step tasks such as country—capital, and distinct mechanisms need not
mechanisms need not mean additive gains.
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A Hypothetical Example

Example 1 Example 2 Example 3 Test

Input (2, 2, 3) £(2, 2, -1) (o, 0, 5) £(3, 4, 1)

Output 7 3 5 (hidden)




A Hypothetical Example

Both fit every
example, but
“— disagree on the test

Example 1 Example 2 Example 3 Test
Input (2, 2, 3) f(2, 2, -1) f(0, 0, 5) £(3, 4, 1)
Output 7 3 5
XX Y+ 2z 7 3 5 13
X+ y+ 2z 7 3 5 8

input



A Hypothetical Example

Example 1 Example 2 Example 3 Test

Input (2, 2, 3) £(2, 2, -1) (o, 0, 5) £(3, 4, 1)

Output 7 3 5 13
XX Y+ 2 7 3 5 13
7 3 5

Rule Multiply x and y, then add z > 13

Rules constrain the hypothesis space more tightly than a fixed set of examples.



Research Questions

RQ1. Do models learn complex, novel tasks more reliably from rules (instructions) or from
or from examples (demonstrations), and does combining the two help?

RQ2. How does the learner, especially instruction tuning, change what it learns from rules
and from examples?

RQ3. Which properties of a task make it easier to learn from rules or from examples?



Methods



Three Learning Modes

Combined Mode (R+E)

Rule Mode (R) Example Mode (E)
Rules
RULES EXAMPLES RULES & EXAMPLES Task described in words
f(x) is composed of two f(-19, 6, -13) = -127 f(x) is composed of two
arithmetic operators. f(-19, =13, 6) = 253 arithmetic operators Examples
Let x, y, z be inputs. £(-13, 6, -19) = -97
_19 -13) = - f(-19, 6, -13) = =127 Input-output pairs onl
1. First multiply x and vy. f(6, =19, ~13) = -127 f(-19, -13, 6) = 253 P PHEP Y
2. Then add z to the result. f(6, -13, -19) = -97 S
\ IR ] | | Combined
\ | I
Rules, then examples
Problem f(-19, =14, -7) =

\_‘ li] ¢ / Every mode is tested on the same

same items

259
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Five Novel Tasks

1. Set Game 2. Tapatan 3. Operator Function
P P Games
P— - Set Game, Tapatan
N W@ - n f(x,y,z) =(Xxy)+2Z
L SIESSIR - Shd B : .
BN - D B 5 continue Operator Function
4. Noun Class Agreement 5a. Lexical Category Inference 5b. Lexical Category Inference
(AND) (OR)

Linguistic inference

[ka fep dax ti zesh YesJ ltem= | round | @) | metal ltem= | animal | QLY |venicle Noun Class Agreement,
Lexical Category Inference

class g 4 a d list item round metal list item animal  vehicle
[k . — — coin @ @ Yes turtle ) Yes
a bim miv Ka sular No ] .
ball © S No train © Yes
class @ b d d e No Set Game adapted from Wu et al. (2024)

(2024)



Five Novel Tasks

1. Set Game 3. Operator Function Rules should help
— most
o] B[ i %y, 2) = (xxy)+z Both tasks need algebraic
w LMo algebraic abstraction over
J— f(-19,-14,-7) > ? over variables
B R
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Five Novel Tasks

s

4. Noun Class Agreement

[ka fep dax ti zesh YesJ
class 8 &4 a 4a

[ka bim miv ka sular No ]
class 8 b a a

( )
2. Tapatan
B
B win
continue
B B
.
AY4d
5a. Lexical Category Inference
(AND)
ltem= | round @ metal
list item round metal
coin @) ) Yes
ball © ® No
AN

AYd

\ J

N\

5b. Lexical Category Inference

(OR)
Iltem= animal m vehicle
list item animal vehicle
turtle ©) Yes
train (:) Yes
rock No

.
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Examples may do
well

The input carries
distributional cues, or the
the task draws on
parametric knowledge



Three Difficulty Levels

Harder levels add variables, values, and inference steps. We expected rules to hold up better as tasks
better as tasks get harder, since the space of possible input-output mappings grows.

Task What grows Easy Medium Hard
SetGame attributes per card 2 3 3+ number
Tapatan board size 3x3 5x5 7x7
Operator Function operators 2 3 4
Noun Class Agreement noun classes 2 4 6

Lexical Category Inference conditions per category 1 2 3
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Minimum-Coverage Examples

Example-based learning use minimum-coverage sets, which contain enough information to infer the
task. Each set covers

> Every output label, such as Yes and No, or A win, B win, and continue
> Every task primitive, such as card attributes, nouns, and argument orders

> Representative cases, such as near misses

Sets range from 3 to 120 examples depending on the task and level, and are resampled and reshuffled
and reshuffled for every test item, so results do not depend on one set or ordering.

These sets are likely more systematic than typical user-written few-shot prompts.
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Models and Analysis

We test seven base and instruction-tuned model pairs from three model families.

Model Sizes Versions

Gemma3 12B,278B base and instruction-tuned
Qwen 2.5 32B base and instruction-tuned
Qwen 3 8B, 14B base and instruction-tuned
OLMo 3/3.1 7B,32B base and instruction-tuned
GPT-5.4 API reference only

accuracy ~ mode + tuning + size + difficulty + (1 | family)



Results



Results
Raw Accuracy

Accuracy for each task and
learning mode.

Blue is rules, green examples,
and red combined. Hatched
boxes are base models, solid
boxes instruction-tuned models,
and dashed lines GPT-5.4.

Rules are usually at or above
examples, and combined looks
much like rules.

Open-weight instruction-tuned
models follow patterns similar
to GPT-5.4.
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RQ1
Rules vs.

Examples LMM on accuracy
accuracy ~ mode + tuning + size + difficulty + (1 | family)

B = change in accuracy (0-1 scale)

Linear mixed model over all

open-weight models. Dots show i +0.171 *¥*
show the estimated change in mode: rules (vs examples) - ] ——
in accuracy, with 95% confidence i
confidence intervals. +0.012
mode: combined (vs rules) - Q@
+0,122 ok
tuning: instruct (vs base) - i —@—
size: Large(14-32B) | ORI
1ze: - ) S —
(vs Small(7-12B)) i
-0.073 *** |
difficulty: medium (vs easy) 1 ——
-0.150 ***
difficulty: hard (vs easy){ F—@— i
~0.2 ~0.1 0.0 0.1 0.2

B (accuracy points)
Error bars: 95% Cl / * p<.05 ** p<.01 *** p<.001
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RQ1
Rules vs.

Examples LMM on accuracy
accuracy ~ mode + tuning + size + difficulty + (1 | family)

B = change in accuracy (0-1 scale)

Linear mixed model over all

open-weight models. Dots show : +0.171 *F*
show the estimated change in mode: rules (vs examples) - i ——
in accuracy, with 95% confidence |
confidence intervals. +0.012
. mode: combined (vs rules) - Q@
Rules significantly outperform !
examples overall. i +0.122 *k*
tuning: instruct (vs base) - ; —@—
size: Large(14-32B) | e
1ze: - ) S —
(vs Small(7-12B)) :
=0.073 ¥** E
difficulty: medium (vs easy) - ——
-0.150 ***
difficulty: hard (vs easy){ F—@— i
-0.2 -0.1 0.0 0.1 0.2

B (accuracy points)
Error bars: 95% Cl / * p<.05 ** p<.01 *** p<.001
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RQ1
Rules vs.

Examples LMM on accuracy
accuracy ~ mode + tuning + size + difficulty + (1 | family)

B = change in accuracy (0-1 scale)

Linear mixed model over all

open-weight models. Dots show i +0.171 *¥*
show the estimated change in mode: rules (vs examples) - ] ——
in accuracy, with 95% confidence i
confidence intervals. +0.012
L mode: combined (vs rules) 1 Q@
Rules significantly outperform I
examples overall. i +0.122 *¥x*
ing: i . : —@—
Adding examples to rules gives tuning: instruct (vs base) H
no significant gain. ) 1 (14-32B) | +0.067 ***
size: Large(14- _ !
(vs Small(7-12B)) o
-0.073 *kx |
difficulty: medium (vs easy) 1 ——
-0.150 ***
difficulty: hard (vs easy){ F—@— i
-0.2 -0.1 0.0 0.1 0.2

B (accuracy points)
Error bars: 95% Cl / * p<.05 ** p<.01 *** p<.001
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RQI1
Rules vs.
Examples

Linear mixed model over all
open-weight models. Dots show
show the estimated change in

in accuracy, with 95% confidence
confidence intervals.

Rules significantly outperform
examples overall.

Adding examples to rules gives
no significant gain.

Instruction tuning and larger
size raise accuracy, and harder
levels lower it.

EMNLP 2026

LMM on accuracy

accuracy ~ mode + tuning + size + difficulty + (1 | family)

B = change in accuracy (0-1 scale)

i +0.171 *x*
mode: rules (vs examples) - ; ——
+0.012
mode: combined (vs rules) - Q@
+0,122 *k*
tuning: instruct (vs base) - i —@—
size: Large(14-32B) | ORI
I1ze: - | S —
(vs Small(7-12B)) i
-0.073 *k* |
difficulty: medium (vs easy) 1 ——
-0.150 ***
difficulty: hard (vs easy){ F—@— i
~0.2 ~0.1 0.0 0.1 0.2

B (accuracy points)

Error bars: 95% CIl /

* p<.05 ** p<.01 ** p<.001




RQI1
Results by Task

Rules minus examples for each LMM: rule — example per task
each task, from the per-task accuracy ~ mode * task + tuning + size + difficulty + (1 | family)
mixed model. B = change in accuracy (0-1 scale)
Rules help most for Operator . i +0.401***
Function and Set Game, and less Operator function 1 i ®
for Noun Class Agreement. i +0.319%%*
Set game 1 i —@—
| 4+0.208%*xx
Noun class agreement 4 i ——
+0.066
Lexical category inference (OR) H—@—
+0.020
Tapatan ——
+0.014
Lexical category inference (AND) - ——

-0.6 -04 -0.2 0.0 0.2 0.4 0.6
B: rule — example (accuracy points)
Error bars: 95% CI / * p<.05 ** p<.01 *** p<,001
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RQI1
Results by Task

Rules minus examples for each LMM: rule - example per task
each task, from the per-task accuracy ~ mode * task + tuning + size + difficulty + (1 | family)
mixed model. B = change in accuracy (0-1 scale)
Rules help most for Operator . i +0.401***
Function and Set Game, and less Operator function 1 | —@—
for Noun Class Agreement. i +0.319%%*
Tapatan and Lexical Category Set game | i
Inference show no clear | 10.208***
advantage. Noun class agreement - i —@—
+0-066
Lexical category inference (OR) H—@—
+0.020
Tapatan —@—
+0.014
Lexical category inference (AND) - —8—

-06 -04 -0.2 0.0 0.2 0.4 0.6

B: rule — example (accuracy points)
Error bars: 95% CI / * p<.05 ** p<.01 *** p<,001

EMNLP 2026




2{0]

Combined vs.

Rules
LMM: combined — rules per task
Combined minus rules for each accuracy ~ mode * task + tuning + size + difficulty + (1 | family)
each task, from the per-task B = change in accuracy (0-1 scale)
mixed model. : +0.064
No task gains significantly from Tapatan : i ® :
adding examples to rules. i+0.029
Noun class agreement : e :
+0.021
Lexical category inference (OR) - : —@ |
$0.020
Lexical category inference (AND) - : e :
-0.021
Operator function A : Q- :
-0.044 !
Set game : @ E |

~0.15-0.10-0.05 0.00 0.05 0.10 0.15
B: combined — rules (accuracy points)

Error bars: 95% Cl / #* p<.05 ** p<.01 p=.001

EMNLP 2026




RQI1
Problem Difficulty

Mean accuracy at each difficulty
difficulty level for each learning
learning mode, with 95%
confidence intervals.

Accuracy drops with difficulty in
all three modes.

The slopes are almost parallel,
so rules are not more robust at
harder levels, contrary to our
hypothesis.

EMNLP 2026

Accuracy by difficulty per mode

0.71 o
O
>
.
@© 0.6 - 8
>
- 0
©
- 054 O
®
U
= O
0.4 1
O~ rules
O
O~ examples
0.34 ~O~ combined
ealsy meciium halrd
Difficulty

Error bars: 95%



RQI1 Example scaling from the minimum-coverage set
More Examples

A = accuracy(examples, n) — accuracy(examples, na)
OLMo 3/3.1 - 7B and 32B, base and instruction-tuned

Easy 24 - 200

Category Medium - OR 32 - 200

Inference Hard - AND 48 - 200

Change in example-based Base Instruction-tuned
accuracy as examples are added, 32B 32B # Examples
added, for four OLMo models. Easy ll.ll.. ****** 3210
models. Green is better and red Set Game Medium ...l... 7 - 490
red is worse. Hard 7 - 490
More examples rarely help. Easy L] (][] ] 12 - 200
Tapatan Medium [ ]]] 18 - 200
Hard [ | HHEREEEN II (L] BB 24-200
Easy ol [ ] ] 0 6 - 150
Operator . 5
Function Medium @ [ ][ ]] ] ] ] 24 - 600
Hard 120 - 840
N Cl Easy 8 - 200
oun Class -
Agreement Medium 12 - 200
Hard 16 - 200

|
.
|

Hard - OR 48 - 200

»  More examples

Examples get worse — _ Examples get better

=-4 -3 -.2 -1 0 +.1 +.2 +.3 =+.4
Change in examples accuracy from no (0-1 scale)

EMNLP 2026




2{0]

More Examples

Change in example-based
accuracy as examples are added,
added, for four OLMo models.
models. Green is better and red
red is worse.

More examples rarely help.

Gains come mostly from Noun
Class Agreement and from base
models on Operator Function.

EMNLP 2026

Set Game

Tapatan

Operator
Function

Noun Class
Agreement

Lexical
Category
Inference

Example scaling from the minimum-coverage set
A = accuracy(examples, n) — accuracy(examples, no)
OLMo 3/3.1 - 7B and 32B, base and instruction-tuned

Base Instruction-tuned
7B 32B # Examples

Easy lllllll ] *| T BN :- 20
Medium ...l... 7 - 490

Hard 7 - 490

Easy | " HEBREEEN ] 12 - 200
Medium - ] | (] | ...'. 18 - 200

Hard | | HEEEEEEE L BEN 24- 200

Easy B 6 - 150
Medium | | 24 - 600

Hard 120 —» 840

Easy

ﬂ . 8 - 200

|
E
|

Medium 12 - 200

Hard 16 —» 200

Easy 24 - 200

Medium - AND 32 - 200
Medium - OR 32 - 200
Hard - AND 48 - 200
Hard - OR 48 - 200
_ Examples get better

Examples get worse —

=-4 -3 -2 -1 0 +.1 +.2 +3 =+.4
Change in examples accuracy from no (0-1 scale)

»  More examples



2{0]

More Examples

Change in example-based
accuracy as examples are added,
added, for four OLMo models.
models. Green is better and red
red is worse.

More examples rarely help.

Gains come mostly from Noun
Class Agreement and from base
models on Operator Function.

Tapatan, and instruction-tuned
models on Set Game, mostly get
worse.

EMNLP 2026

Set Game

Tapatan

Operator
Function

Noun Class
Agreement

Lexical
Category
Inference

Easy
Medium
Hard

Easy
Medium
Hard

Easy
Medium
Hard

Easy
Medium
Hard

Easy

Medium - AND
Medium - OR
Hard - AND
Hard - OR

Examples get worse

Example scaling from the minimum-coverage set
accuracy(examples, n) — accuracy(examples, no)
OLMo 3/3.1 - 7B and 32B, base and instruction-tuned

A =

Base

7B

Instruction-tuned

32B

ﬁlllllll

HER

|
|
|

]
LTI

T il

;
T
|

aasiDnal = lna

= -4

-

-.2 -1 0 +.1
Change in examples accuracy from no (0 1 sca\e)

I
w

il
ig

= +.4

»
=

# Examples

3-210
7 - 490
7 - 490

12 - 200
18 - 200
24 - 200

6 - 150
24 - 600
120 - 840

8 » 200
12 - 200
16 —» 200

24 - 200
32 - 200
32 - 200
48 - 200
48 - 200

More examples

Examples get better



Analysis



RQ2 . LMM: instruct effect within each mode
Instruction Tuning accuracy ~ mode * tuning + size + difficulty + (1 | family)

B = change in accuracy (0-1 scale)

e o 8 0.30-
ect of instruction tuning C +0.213%%k
within each learning mode, with e T kol
95% confidence intervals. Q. 0.25 - +0']:7_8
Instruction tuning significantly a 0.20 -
improves rule-based and E '
combined learning. - 1
O 0.15-
=2 1
o 0.10-
9)]
©
O 0.05] -0.024
| —_
£ 0.00
>
b
T, _0-05 T
£ 1
& —0.10- | | -
rules examples combined

Error bars: 95% Cl / * p<.05 ** p<.01 *** p<.001
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RQ2 . LMM: instruct effect within each mode
Instruction Tuning accuracy ~ mode * tuning + size + difficulty + (1 | family)

B = change in accuracy (0-1 scale)

e o 8 0.30- ok
ect of instruction tuning C +0.213
within each learning mode, with e T kol
95% confidence intervals. Q. 0.25 - +0']:7_8
Instruction tuning significantly a 0.20 -
improves rule-based and E '
combined learning. - 1

O 0.15-
Example-based learning shows G 1
no significant change. S—

o 0.10-

s

O 0.05] -0.024

| —_

£ 0.00

>

b

T, _0-05 T

£ 1

& —0.10 - , : ,

rules examples combined

Error bars: 95% Cl / * p<.05 ** p<.01 *** p<.001
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RQ2
More Than Output
Format

Combined minus rules for each
each task in base models. The
The added examples
demonstrate the expected
output format.

Adding examples to rules helps
base models little, except on
Tapatan.

So the rule gains from

instruction tuning are likely more
than following the output
format.

EMNLP 2026

(a) base models
subset: base only

+0.128%
Tapatan - i —@—
+0.049
Noun class agreement - l—i—.—|
+0:017
Lexical category inference (OR) 1 O
+0.047
Lexical category inference (AND) - |—§-0—|
+0.003
Operator function A —&—
-0.070
Set game - O

-0.8

~06 -04 —02 00 02 04 06
B: combined — rule (accuracy points)

0.8




RQ2
Base Models

Rules minus examples for each
each task in base models.

Base models also learn better
from rules on Operator Function,
Set Game, and Noun Class
Agreement.

Tapatan is the one task where
examples do better.

EMNLP 2026

(a) base models
subset: base only

| 4+0.201%
Operator function - e
+0.108*
Set game - —@—
4+0.139%*
Noun class agreement - i —@—
+0.019
Lexical category inference (OR) - I—'D—|
-0.122%|
Tapatan - —&—
-0.027
Lexical category inference (AND) - O

—08 -0.6 —-04 —-02 0.0 02 04 0.6

B: rule — example (accuracy points)

0.8




RQ2
Instruction-Tuned

Models (b) instruction-tuned
subset: instruct only

Rules minus examples for each

i
each task in instruction-tuned i +0.601++*
tuned models. . : ]

Operator function - i —&—
The rule advantage is larger than : +0.530%**
in base models. Set game - i ——
Tapatan flips and now favors E +0.277*%*
rules. Noun class agreement -1 i ——
Lexical Category Inference still E+D.112
shows no clear advantage. Lexical category inference (OR) -1 —g—
i +0.162**
Tapatan -1 | —@—
+0.056
Lexical category inference (AND) -1 O
I

~0.8 -0.6 -04 -02 0.0 02 04 06 0.8
B: rule — example (accuracy points)
Error bars: 95% CI / * p<.05 ** p<.01 *** p<.001
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RQ2

Model Size LMM: size effect by tuning

accuracy ~ mode + size * tuning + difficulty + (1 | family)
B = change in accuracy (0-1 scale)

Effect of model size, comparing
comparing smaller (7B—12B) and
and larger (14B—32B) models,
models, with 95% confidence
confidence intervals.

0.12- +0.063* +0.064*

Larger models learn better, in
both base and instruction-tuned
models.

B: size (large — small) accuracy points

instruct

Error bars: 95% CI / * p<.05 ** p<.01 *** p<.001

EMNLP 2026




Task Properties (RQ3)

The rule advantage tracks what the task requires.

> Tasks needing algebraic abstraction and computation (Operator Function, Set Game) show the
show the largest advantage

> Tasks needing formal category membership (Noun Class Agreement) show a smaller advantage

> Tasks with distributional cues or parametric knowledge (Tapatan, Lexical Category Inference) show
no significant advantage



Lexical Category Inference

Each item gives four category definitions and a four-word sequence. The answer is Yes if each word
each word belongs to its category, in order.

round AND metal animal OR vehicle

A word must meet every condition A word may meet any one condition

Word round m etal Fits? Word animal vehicle Fits?

coin v v Yes turtle v Yes

ball v X N o train v Yes
rock No

Medium and hard levels use two and three conditions per category
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Why Compare AND and OR?

People find disjunctive (OR) concepts harder to learn than conjunctive (AND) concepts, in adults and
in children (Bruner et al., 1956; Snow and Rabinovitch, 1969).

> With examples, members of an AND category share every condition and look alike, while members
while members of an OR category can share nothing, like a turtle and a train

> With rules, the logical operator is stated directly

We predict AND > OR with examples, and a smaller gap with rules.



RQ3
AND vs. OR

Estimated AND minus OR
accuracy in Lexical Category
Inference, within each learning
learning mode, for base and

Lexical category inference: AND vs. OR

instruction-tuned models. base models instruct models
X —_— 25 - —_—
With examples, models do better 2 i)
S 50 c | +10.7%
on AND than on OR. o) S
o o
— 15 4 ~— ] —‘7
a 47k +4.5 a +2.2
S 101 2. o -
|- T |-
8 5 +0.1 1 a i l 0T
[u] [u]
C o0 | | |
e 1] o L [ 1
O _c| O J 4
I I
A —101 aly L
= = -2.5
<C —-15 - <
rules examples combined rules examples combined

Error bars: 95% Cl / * p<.05 ** p<.01 *** p<.,001
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RQ3
AND vs. OR

Estimated AND minus OR
accuracy in Lexical Category
Inference, within each learning
mode, for base and instruction-

Lexical category inference: AND vs. OR

tuned models. base models instruct models
X —_— 25 4 —_— ]
With examples, models do better 2 i)
c c +10.7*
on AND than on OR. 5 207 S
-_Q; 15 1 \_Q; .
With rules, the gap is small and > Lo 7.1 +4.5 > +2.2
not significant. © 1 T T ©
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Error bars: 95% Cl / * p<.05 ** p<.01 *** p<.,001
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Why Do Rules Help?

Rules state directly what examples leave implicit, so the inference is easier for a learner that can
follow rules (Min et al., 2022; Pan et al., 2023).

> Rule following emerges without instruction tuning, and instruction tuning amplifies it

> With clear, complete rules, correct examples become redundant. Reported gains from examples come
from settings where rules are likely underspecified (e.g., Wang et al., 2022)

> Qur tuning results fit two distinct mechanisms (Davidson et al., 2026), but they do not add up when
combined
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Additional Analyses (See Paper)

> AND vs. OR accuracy at each difficulty level, including GPT-5.4

> Combined vs. rules for each task in instruction-tuned models

> Coverage criteria and example counts for every task and level



Conclusion



Conclusion

We find that LLMs learn complex, novel tasks more reliably from rules than from examples, and
examples, and that adding examples to rules gives no significant gain.

Instruction tuning strengthens rule-based learning while leaving example-based learning intact,
and base models show a similar rule advantage.

The rule advantage is largest when a task needs algebraic abstraction and computation, and
smallest when it relies on distributional cues or parametric knowledge. Whether it holds for
vague or partial rules is still open.
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Links



Paper https://arxiv.org/abs/2609.03213

Code https://github.com/tinlaboratory/rules-vs-examples

Data https://huggingface.co/datasets/tin-lab/rules vs examples
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